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How do we 
team up human and AI agents 
for data-driven problem-solving 
and decision-making? 
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National Library of France’s Print Collection from 1910, 
depicting life in the year 2000. Credited to Villemard.
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Intelligence Augmentation

fully manual analysisfully automatic analysis

mixed-initiative
analysis

human-in-
the-loop

AI-in-
the-loop

Collaborative Human-AI Interaction for 
efficient Problem-Solving and Decision-Making

Main Principle: 
“Minimal Feedback for Maximal Gain”

Human-AI Interaction 
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fully manual analysisfully automatic analysis

mixed-initiative
analysis

human-in-
the-loop

AI-in-
the-loop

Human-AI Interaction 

communication interfaces 
for Human-AI collaboration?

How can we design 
effective and empowering
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Precision tooling 
is the backbone of any modern profession..



Tools for Human-AI Interaction
are still very blunt and misaligned…



(data-driven) 
S t u d y  O b j e c t

Inspection of… 
• inner-workings
• processes & decisions

Correction of… 
• inner-workings
• processes & decisions

D o m a i n  E x p e r t s



C o m p u t a t i o n a l  
L i n g u i s tL a r g e  L a n g u a g e  M o d e l

I was driving to…

…New York

walk
Embedding Space

Visualization

Attribution-based Explainability

Perturbation-based Explainability

Comparative Feedback Evaluative & Corrective Feedback

was this a useful 
explanation?

what should we 
do next?

many users found 
this useful..

Co-Adaptive
Guidance

Multi-Agent Augmentation

Input-Output
Probing



[Thesis of this talk]
We need low-level 
contextual instrumentation 
for human-AI collaboration



Inspection (Model Explainability)
Probing internal states and latent spaces to understand the "why" behind AI logic.

Steering (Human Feedback)
Pruning wild model growth through semantic interactions and feedback canvases.

Accompaniment (Interaction Timing)
Capturing the sweet spot of interaction timing via adaptive guidance mechanisms.

Grounding (Knowledge Externalization)
Externalizing tacit knowledge into explicit, auditable insight ledgers.

Low-Level Contextual Instrumentation 



Understanding the Internals
What did the models learn?

Inspection 



Comparing Language Models 

Rebecca Kehlbeck, Rita Sevastjanova, Thilo Spinner, Tobias Stähle, Mennatallah El-Assady (2021). 
Demystifying the Embedding Space of Language Models. VISxAI @IEEEVIS. 

https://bert-vs-gpt2.dbvis.de/
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male personnames
femalepersonnamesmale stereotypes

femalestereotypes

stereotypes personnames

Word (embedding) similarity can hint to biases
encoded in model parameters

BERT

Sevastjanova, Rita, Eren Cakmak, Shauli Ravfogel, Ryan Cotterell, and Mennatallah El-Assady. 
”Visual Comparison of Language Model Adaptation."
IEEE Transactions on Visualization and Computer Graphics 29, no. 1 (2022): 1178-1188.
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Sevastjanova, Rita, Eren Cakmak, Shauli Ravfogel, Ryan Cotterell, and Mennatallah El-Assady. 
”Visual Comparison of Language Model Adaptation."
IEEE Transactions on Visualization and Computer Graphics 29, no. 1 (2022): 1178-1188.



BERT

debiasing
model*

*Lauscher, Anne, Tobias Lueken, and Goran Glavaš. 2021. Sustainable Modular Debiasing of 
Language Models. In Findings of the Association for Computational Linguistics: EMNLP 2021, 

pages 4782–4797, Punta Cana, Dominican Republic.

gender bias gets
eliminated

Sevastjanova, Rita, Eren Cakmak, Shauli Ravfogel, Ryan Cotterell, and Mennatallah El-Assady. 
”Visual Comparison of Language Model Adaptation."
IEEE Transactions on Visualization and Computer Graphics 29, no. 1 (2022): 1178-1188.



debiasing
model*BERT

unlearned the
concept of
`gender`

Is this oversimplification?

Sevastjanova, Rita, Eren Cakmak, Shauli Ravfogel, Ryan Cotterell, and Mennatallah El-Assady. 
”Visual Comparison of Language Model Adaptation."
IEEE Transactions on Visualization and Computer Graphics 29, no. 1 (2022): 1178-1188.



Is gender bias in language models related to the 
real-world gender distribution for different professions?

Javier Rando, Alexander Theus, Rita Sevastjanova, Mennatallah El-Assady
How is Real-World Gender Bias Reflected in Language Models?
Workshop on Visualization for AI Explainability at IEEE VIS, 2022.



Probability of "SHE" filling the mask in sentences like: [MASK] is a [PROFESSION].

DistilBERT

Javier Rando, Alexander Theus, Rita Sevastjanova, Mennatallah El-Assady
How is Real-World Gender Bias Reflected in Language Models?
Workshop on Visualization for AI Explainability at IEEE VIS, 2022.



Explaining Language Model 
Embedding Contextualization 

https://embeddings-explained.lingvis.io/

Rita Sevastjanova, Aikaterini-Lida Kalouli, Christin Beck, Hanna Schäfer, Mennatallah El-Assady (2021). 
Explaining Contextualization in Language Models using Visual Analytics. Association for Computational Linguistics. 
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What drives an LLM’s embedding contextualization? 

Rita Sevastjanova, Aikaterini-Lida Kalouli, Christin Beck, Hanna Schäfer, and Mennatallah El-Assady. 2021.
Explaining Contextualization in Language Models using Visual Analytics. 
Association for Computational Linguistics (ACL Long Papers), pages 464–476.

“He examined the cell , wondering…”

biological cellcell phone prison cell



What drives an LLM’s embedding contextualization? 
Is it the word’s context variation? Or its polysemy?

ALBERT… …
… BERT RoBERTa

Encoder-only LLM

Word self-similarity:

Contextualized word embeddings:
• may: <-0.581083 0.029549 -0.092858 -0.063634 -0.547897 0.004871, … >
• may: <0.744181, -1.465255, 0.104348, -1.066828, 0.30615, -0.023076, …>
• may: <-1.087184, -0.137186, -0.637199, -0.422636, -0.638509, 0.32379, … >
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Rita Sevastjanova, Aikaterini-Lida Kalouli, Christin Beck, Hanna Schäfer, and Mennatallah El-Assady. 2021.
Explaining Contextualization in Language Models using Visual Analytics. 
Association for Computational Linguistics (ACL Long Papers), pages 464–476.



Building 
Interlinked Projections

Layer 2

Layer 1

UMAP Projection

Rita Sevastjanova, Aikaterini-Lida Kalouli, Christin Beck, Hanna Schäfer, and Mennatallah El-Assady. 2021.
Explaining Contextualization in Language Models using Visual Analytics. 
Association for Computational Linguistics (ACL Long Papers), pages 464–476.



min self-similarity maxself-similarity
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min self-similarity maxself-similarity

Layer 12

BERT

Layer 1

Rita Sevastjanova, Aikaterini-Lida Kalouli, Christin Beck, Hanna Schäfer, and Mennatallah El-Assady. 2021.
Explaining Contextualization in Language Models using Visual Analytics. 
Association for Computational Linguistics (ACL Long Papers), pages 464–476.



Step 1: Define Hypothesis
„Contextualization is word class dependent“

min self-similarity maxself-similarity

Step 2: Analyze Functionality Continuum
Compare to Expectations from Theoretical Linguistic Literature

Layer 12

BERT

Layer 1

Rita Sevastjanova, Aikaterini-Lida Kalouli, Christin Beck, Hanna Schäfer, and Mennatallah El-Assady. 2021.
Explaining Contextualization in Language Models using Visual Analytics. 
Association for Computational Linguistics (ACL Long Papers), pages 464–476.
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token cell in different contexts
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visual components for uncertainty communication

2D projection

representation
distortions in the latent space get
transfered to visual
representation

transformation

dimensionality

reduction

the low dimensional space may
not fully capture all true
relationships within the high-
dimensional data, introducing
distortion

interpretation

exploration

the representation has an impact
on the human analytic process and 
can lead to false interpretation of
the underlying data properties

k-nearest neighbors (HD)

pairwise distances (2D and HD)clusters (2D and HD)

cluster summaries

projection quality metrics

we contribute two new 
quality metrics using 
minimum spanning 

trees instead of 
euclidean radius

good

Rita Sevastjanova, Robin Gerling, Thilo Spinner, and Mennatallah El-Assady.
LayerFlow: Layer-wise Exploration of LLM Embeddings using Uncertainty-aware Interlinked Projections.
In: Computer Graphics Forum (EuroVis), 2025.
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LayerFlow Workspace

Rita Sevastjanova, Robin Gerling, Thilo Spinner, and Mennatallah El-Assady.
LayerFlow: Layer-wise Exploration of LLM Embeddings using Uncertainty-aware Interlinked Projections.
In: Computer Graphics Forum (EuroVis), 2025.
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LayerFlow Workspace Rita Sevastjanova, Robin Gerling, Thilo Spinner, and Mennatallah El-Assady.
LayerFlow: Layer-wise Exploration of LLM Embeddings using Uncertainty-aware Interlinked Projections.
In: Computer Graphics Forum (EuroVis), 2025.

pairwise distancesclusters

transformation uncertainty

quality issues

projection quality metrics k-nearest neighbors in HD

representation uncertainty

cluster summaries

interpretation uncertainty



layer 8 layer 9 layer 10 layer 11 layer 12

layer 1 layer 2 layer 3 layer 4 layer 5 layer 6 layer 7 layer 8 layer 9 layer 10 layer 11 layer 12

Case Study Findings: Word Sense Disambiguation 

token: cell
Rita Sevastjanova, Robin Gerling, Thilo Spinner, and Mennatallah El-Assady.
LayerFlow: Layer-wise Exploration of LLM Embeddings using Uncertainty-aware Interlinked Projections.
In: Computer Graphics Forum (EuroVis), 2025.

interpretation uncertainty



How do systematic input perturbations influence LLM model behavior?

“He examined the cell , wondering…”

biological cellcell phone prison cell



Revealing Internal 

Decision-Making

GenerAItor: Tree-in-the-Loop Text Generation 
for Language Model Explainability and Adaptation

T. Spinner, R. Kehlbeck, R. Sevastjanova, T. Stähle, 
D. Keim, O. Deussen, M. El-Assady

Spinner, Thilo, Rebecca Kehlbeck, Rita Sevastjanova, Tobias Stähle, Daniel A. Keim, Oliver Deussen, and Mennatallah El-Assady. "generAItor: Tree-in-the-
loop Text Generation for Language Model Explainability and Adaptation." ACM Transactions on Interactive Intelligent Systems 14, no. 2 (2024): 1-32.



Spinner, Thilo, Rebecca Kehlbeck, Rita Sevastjanova, Tobias Stähle, Daniel A. Keim, Oliver Deussen, and Mennatallah El-Assady. "generAItor: Tree-in-the-
loop Text Generation for Language Model Explainability and Adaptation." ACM Transactions on Interactive Intelligent Systems 14, no. 2 (2024): 1-32.
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Spinner, Thilo, Rebecca Kehlbeck, Rita Sevastjanova, Tobias Stähle, Daniel A. Keim, Oliver Deussen, and Mennatallah El-Assady. "generAItor: Tree-in-the-
loop Text Generation for Language Model Explainability and Adaptation." ACM Transactions on Interactive Intelligent Systems 14, no. 2 (2024): 1-32.

Single Tree Visualization Comparative Analysis



Spinner, Thilo, Rebecca Kehlbeck, Rita Sevastjanova, Tobias Stähle, Daniel A. Keim, Oliver Deussen, and Mennatallah El-Assady. "generAItor: Tree-in-the-
loop Text Generation for Language Model Explainability and Adaptation." ACM Transactions on Interactive Intelligent Systems 14, no. 2 (2024): 1-32.



Spinner, Thilo, Rebecca Kehlbeck, Rita Sevastjanova, Tobias Stähle, Daniel A. Keim, Oliver Deussen, and Mennatallah El-Assady. "generAItor: Tree-in-the-
loop Text Generation for Language Model Explainability and Adaptation." ACM Transactions on Interactive Intelligent Systems 14, no. 2 (2024): 1-32.

Negation boosts the probability 
of unwanted tokens

Case Study Finding:
Syntactic Perturbations



https://generaitor.ivia.ch

• Sensitivity of RedPajama
Instruct model to white 
spaces added to input 
prompt

• Highlights the importance 
of punctations in prompts

• Shows the importance of 
probabilitiy investigation 
of alternative branches



https://generaitor.ivia.ch

Given a general input prompt the model 
produces on very specific topics and 
sterotypical predictions



Spinner, Thilo, Rebecca Kehlbeck, Rita Sevastjanova, Tobias Stähle, Daniel A. Keim, Oliver Deussen, and Mennatallah El-Assady. "generAItor: Tree-in-the-
loop Text Generation for Language Model Explainability and Adaptation." ACM Transactions on Interactive Intelligent Systems 14, no. 2 (2024): 1-32.
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Should 
we 
consume 
poison?

GPT2-XL

Apertus

https://treetracer.ivia.ch/

https://treetracer.ivia.ch/






Furui Cheng, Vilém Zouhar, Simran Arora, Mrinmaya Sachan, Hendrik Strobelt and Mennatallah El-Assady. 
RELIC: Investigating Large Language Model Responses using Self-Consistency. ACM CHI. 2024.



Towards Interactive Visual Model Debugging

https://innspector.ivia.ch/
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Topology-Aware Analysis of Contextualized Embeddings





Topological Alignment of Representation Spaces
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Pruning the Wild Growth
How do we guide and steer the models?

Steering 



i n p u t

m o d e l

o u t p u t
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Sperrle F, Schäfer H, Keim D, El‐Assady M. Learning Contextualized User Preferences for Co‐Adaptive Guidance in Mixed‐Initiative Topic Model Refinement. In Computer Graphics Forum 2021 (Vol. 40, No. 3, pp. 215-226).



Sperrle F, Schäfer H, Keim D, El‐Assady M. Learning Contextualized User Preferences for Co‐Adaptive Guidance in Mixed‐Initiative Topic Model Refinement. In Computer Graphics Forum 2021 (Vol. 40, No. 3, pp. 215-226).

AI agents learn to 
provide suggestion 
only when it is useful.

Visual
Explanation

Verbal
Explanation

User 
Feedback

A I  A g e n t  C a r d



Sperrle F, Schäfer H, Keim D, El‐Assady M. Learning Contextualized User Preferences for Co‐Adaptive Guidance in Mixed‐Initiative Topic Model Refinement. In Computer Graphics Forum 2021 (Vol. 40, No. 3, pp. 215-226).



Interactive and Explainable 
Topic Model Refinement
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Multi-Type Feedback and Guidance
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El-Assady, M., Jentner, W., Sperrle, F., Sevastjanova, R., Hautli, A., Butt, M., & Keim, D. 
lingvis.io - A Linguistic Visual Analytics Framework. 2019. 
In Proc. Annual Meeting of the Association for Computational Linguistics: System Demonstrations (pp. 13-18).
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What kind of human feedback is available, 
i.e. how can categorize different types of human feedback?

Mapping Out the Space Of Human Feedback: A Conceptual Framework 
Y. Metz, D. Lindner, R. Baur, M. El-Assady, (2024), ArXiv



RLHF-Blender: A Configurable Interactive Interface for Learning from Diverse Human Feedback 
Y. Metz, D. Lindner, R. Baur, D. Keim, M. El-Assady, Learning from Implicit Feedback WS at ICML2023

Collecting Diverse Human Feedback



Reward Learning from Multiple Feedback Types
Y. Metz, A. Geiszl, R. Baur, M. El-Assady, (2025), ICLR2025

Learning from Diverse Human Feedback



Loops

Progression

Current Step

VISITOR: Visual Interactive State Sequence Exploration for Reinforcement Learning
Y. Metz, E. Bykovets, L. Joos, D. Keim, M. El-Assady, Eurovis 2023

Visualizing the Agents Behavior Space



to be presented at ICML 2026

Raphaël Baur, Yannick Metz, Maria Gkoulta, Mennatallah El-Assady, Giorgia Ramponi, Thomas Kleine Buening



Learning Reward Functions from Multiple
Feedback Types with Amortized Variational Inference

Low Certainty High Certainty Low Reward High Reward

to be presented at ICML 2026

Raphaël Baur, Yannick Metz, Maria Gkoulta, Mennatallah El-Assady, Giorgia Ramponi, Thomas Kleine Buening



Capturing the Sweet Spot
When is the right time to interact? How do we balance agency?

Accompaniment 



When is the right moment to interact? 



human-ai.io



human-ai.io

Study Goals: 
1. Capture guidance interaction dynamics and strategies. 
2.Investigate the effects of varying guidance quality.

Which Guidance Strategies would Humans Perform?

F. Sperrle, M. El-Assady, A. Arleo, D. Ceneda

A Wizard of Oz Study of Guidance Strategies and Dynamics

IEEE Transactions on Visualization and Computer Graphics, 2024
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human-ai.io

User Types



human-ai.io

Wizard Types



Lotse: Strategy-Based Guidance Model

VA Workspace

Analysis Context Vector

Guidance Engine

Guidance GeneratorGuidance GeneratorGuidance Strategy

Applicability 
Filtering

Adaptation 
Strategy

Preview

Guidance 
Suggestion

Relevance 
Feedback

Guidance Loop
Inference Loop Analysis Goal

Guidance Action

Interaction 
Hooks

Suggestion 
Generation

Guidance Action

Interaction 
Hooks

Suggestion 
Generation

Guidance Action

Interaction 
Hooks

Suggestion 
Generation

Guidance 
Orchestrator

Meta 
Strategy

Implementation-centred model of guidance 

Sperrle, Fabian, Davide Ceneda, and Mennatallah El-Assady

Lotse: A practical framework for guidance in visual analytics
IEEE Transactions on Visualization and Computer Graphics 29.1 (2022): 1124-1134.

https://github.com/lotse-guidance https://pypi.org/project/Lotse/

Integration examples for d3, vega, angular, react



Mennatallah El-Assady

https://vacp.dev/

https://vacp.dev/


Grounding the Process
How do we externalize tacit knowledge?





Pragmatic Repair in Conversations

Humans aim to minimize the conversational effort by

• Initially using vague statements.
• Iteratively asking for clarification to disambiguate 

meaning, prioritizing most uncertain points.

Principle of Least 
Collaborative Effort

read the paper

https://sql-ambiguity.ivia.ch/Chan, Sevastjanova, El-Assady, PleaSQLarify: Visual Pragmatic 
Repair for Natural Language Database Querying. CHI’26 Best Paper. 
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Automated Pragmatic Repair
read the paper

https://sql-ambiguity.ivia.ch/Chan, Sevastjanova, El-Assady, PleaSQLarify: Visual Pragmatic 
Repair for Natural Language Database Querying. CHI’26 Best Paper. 
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Automated Pragmatic Repair
read the paper

Action Space
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Automated Pragmatic Repair
read the paper

Decision Space
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Automated Pragmatic Repair
read the paper

Action Space
Understand Diverse

Interpretations
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Automated Pragmatic Repair
read the paper

Action Space
Understand Diverse

Interpretations

Decision Space
Compare Decision Variables

Provide Model Feedback
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Automated Pragmatic Repair
read the paper

Action Space
Understand Diverse

Interpretations

Decision Space
Compare Decision Variables

Provide Model Feedback

Predicted Query
Keep Track of

Remaining Uncertainty
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Inspection (Model Explainability)
Probing internal states and latent spaces to understand the "why" behind AI logic.

Steering (Human Feedback)
Pruning wild model growth through semantic interactions and feedback canvases.

Accompaniment (Interaction Timing)
Capturing the sweet spot of interaction timing via adaptive guidance mechanisms.

Grounding (Knowledge Externalization)
Externalizing tacit knowledge into explicit, auditable insight ledgers.

Low-Level Contextual Instrumentation 



Low-Level Contextual Instrumentation 



Human-AI
Middleware
https://human-ai.io/
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Productive Friction

Our goal is not full automation, because full speed 
in the wrong direction is just a faster way to fail.



Coloring within the lines..

How do we set the right constraints 

for the AI’s productivity?



Coloring within the lines..

Constrained Co-Creation

Playing in the Bounded Sandbox



https://bonsai.ivia.ch/

https://bonsai.ivia.ch/




Let’s study human co-creation 
to eliminate human-AI misalignment
and establish human-AI collaboration!

[Call for Action]
designing low-level 
contextual instruments 
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Let’s study human co-creation 
to eliminate human-AI misalignment
and establish human-AI collaboration!

[Call for Action]
designing low-level 
contextual instruments 



Human-AI Teams can solve 
more challenging problems 
than each by themselves!

@ m e l a s s a d y   |   e l - a s s a d y . c o m

Our Story… Research Areas IVIA Middleware

mailto:menna.el-assady@uni.kn
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